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Security Enhanced Linux Implementation Lab

What this exercise is about

The objective of this lab is to provide you with an understanding of NSA Security Enhanced Linux as implemented in the Fedora Core 2 distribution.

What you should be able to do

At the end of this lab you should be able to:

· Install Fedora Core with SE Linux support.

· Configure a Fedora system for new SE Linux user roles.

· Perform basic changes to SE Linux policy.

· Recover a Fedora system that has a labeling problem that prevents booting with SE Linux active.

· Run all the common SE Linux utilities.

Introduction

This lab is based on using SE Linux in Fedora Core 2.  The aim is that you will be able to install a SE Linux machine at your home or office after completing this lab.

Part 1: Installation

This lab may start with machines that have Fedora Core 2 already installed, if so then you can skip step 1 and go straight to step 2.  At the time of writing it is unknown whether the installation will be started from CD or kick-start.  Any differences between the written instructions and what you actually need to do will be in the presentation notes.

____ 1. The first stage is to install Fedora Core 2 with SE Linux.  This will take about 10-15 minutes of human interaction telling it what to do (as little as 5 minutes if you are familiar with Fedora) and then about 15 minutes to copy the software to the hard disk, and finally a reboot.

I strongly recommend that you get the install going to the stage of installing files on the hard disk before leaving for the break.  Then the computer can be doing things while you have a snack and you won't waste much time waiting for the computer when you return.

__ a)  At the boot: prompt type linux selinux and press ENTER.

__ b)  When it says CD Found choose Skip to start the installation (no time to test media).

__ c)  Use default settings for language and keyboard.  Choose anything for monitor type (X windows is not used in this tutorial).

__ d)  Select Server for the Installation Type.  This saves on software installation time.  You can select a workstation install if you want all the graphical software to be installed but that may make the install take too long and eat into the time available for working on the tutorial.

__ e)  Select automatically partition in partition type, the default settings will work well.

__ f)  In Network configuration disable eth0 and set the hostname manually to something that you like.

__ g)  At Firewall Configuration it does not matter whether you enable the firewall.

__ h)  Make sure that the Security Enhanced Linux setting is on Active.

__ i)  Default language should be OK, but change it if you like.

__ j)  Time zone doesn't really matter.

__ k)  At "Package Installation Defaults" select "Customize software packages to be installed".

__ l)  Make sure that you install "vim" from "Editors", and any server programs that particularly interest you.  Note that selecting excessive numbers of programs to install will take a large amount of time and reduce what you can do in the rest of this session.

____ 2. Wait for the install to complete and click on the reboot button when prompted.

Part 2: Logging In

____ 3. Login as root at virtual console 1.  Press ENTER at the prompt:

Your default context is root:sysadm_r:sysadm_t.

Do you want to choose a different one? [n]

____ 4. Run the command id when you have logged in and observe that the SE Linux context is displayed. A SE Linux security context is comprised of three parts: an "identity", a "role", and a "type" (or "domain" in the case of processes). In this example the identity is root, the role is sysadm_r, and the domain is sysadm_t.

____ 5. Login as root at virtual console 2.  Select y at the question Do you want to choose a different one? and then select number 2 for root:staff_r:staff_t.  Run id and observe that you have been given a different context.

____ 6. Now in each virtual console run ls -al and observe that the session running as staff_t can not display information on all files in the root home directory (and messages are logged to the console and to /var/log/messages), while the session running as sysadm_t can display that information.

____ 7. Try running ps aux and top on each virtual console and observe that staff_t can not see any information on processes of running under other contexts.  Note that ls -al /proc as staff_t shows the existence of processes but no information on them.

Part 3: Enforcing Mode

____ 8. In the virtual console where you are logged in as root:sysadm_r:sysadm_t run the command getenforce.  Note that this gives the output enforcing to indicate that the machine is in enforcing mode which means that SE Linux controls prevent operations from occurring.

____ 9. Run the command setenforce 0 .  You will notice that an AVC message is logged (to the console and to /var/log/messages) which indicates that the enforcing mode of SE Linux has changed.  Now run the command getenforce again and you will notice that you are in permissive mode.  

____ 10. Run ls -al on both virtual consoles and notice that all operations are permitted, the only difference is that when run as root:staff_r:staff_t audit messages are generated about operations that SE Linux does not permit.

____ 11. Run setenforce 1 to put the machine back in enforcing mode before the next exercise.

Part 4: Terminal Contexts

____ 12. In each virtual console run the command ls -lZ `tty` .  This shows you the SE Linux security context of the controlling terminal.  The -Z option to ls causes it to show the SE Linux security context of a file.  NB The back-quotes are used around tty to cause the output of the command tty to be used as a command-line parameter to ls.

____ 13. From the root:staff_r:staff_t session run the command newrole -r sysadm_r to change your role to sysadm_r.  You will be prompted for the root password and then a new shell will be executed in the same virtual console.  
____ 14. Run the command id and observe that your SE Linux context for the new bash process running on the virtual console is root:sysadm_t:sysadm_t.

____ 15. Run ls -lZ `tty` and observe that the context of the terminal device has changed from root:object_r:staff_tty_device_t to root:object_r:sysadm_tty_device_t.

____ 16. Run ps afZ to see the contexts of the processes and observe that the original copy of "bash" is still alive and waiting for newrole to exit.  newrole is waiting for the new sysadm_r session to exit so that it can relabel the tty.  The Z option to ps causes it to display the SE Linux context of each process.

The Z option to ps is a Red Hat extension, other distributions may use --context instead.  It may be a good idea to use --context in shell scripts for portability.

Different user roles have different types for the terminal device nodes so that a user who hijacks a session in one role can't hijack a session in a different role through accessing the controlling tty.

____ 17. Run the command script /tmp/output and then run the command ls -lZ `tty` .  Observe that the /dev/pts device allocated by script(1) has type root:object_r:sysadm_devpts_t.  Pseudo-tty devices have different types from virtual consoles to support the different security requirements of programs that run on the console and programs that are run over the network or in X.  Now type exit to end the script session.

____ 18. Type exit again in the same virtual console to exit from the newrole session.

____ 19. Run id and observe that you have resumed the session running as root:staff_r:staff_t. 

____ 20. Run ls -lZ `tty` and observe that the tty device has been relabeled to root:object_r:staff_tty_device_t.

Part 5: SE Linux Boot Options

____ 21. The machine will boot in enforcing mode by default.  If there is a serious configuration error or disk corruption it may be impossible to boot SE Linux in enforcing mode.  In this case the solution is to boot with enforcing=0 as a kernel parameter.  

____ 22. Reboot the machine now by executing the reboot command as root:sysadm_r:sysadm_t.

____ 23. When the GRUB menu appears press e to edit the boot parameters, select the kernel line and press e again to edit the kernel parameters, then append enforcing=0 to the line and press ENTER.

____ 24. Press b to boot the machine with the modified parameters.  When the machine is booted login as root with context root:sysadm_r:sysadm_t and run getenforce  Notice that the machine is in permissive mode.  Now run setenforce 1 to put it in enforcing mode again.

____ 25. Create a new user with useradd.  Login with that user with SE Linux context user_u:sysadm_r:sysadm_t. 

____ 26. Try running ls -al / , ls -al /proc and ps aux .  Note that SE Linux does not restrict this user in any way, but observe that Unix permissions are still enforced in the usual manner. 

____ 27. Leave a session logged in as this user with the SE Linux context user_u:sysadm_r:sysadm_t, as it is needed for the next exercise.

Part 6: Basic Policy Changes
____ 28. Go back to the virtual console where you logged in as root:sysadm_r:sysadm_t.  Mount CD3 with the command mount /dev/cdrom /mnt , change to directory /mnt/Fedora/RPMS
____ 29. Run the command rpm -i checkpolicy* policy-strict-sources* .  This installs the checkpolicy program used to compile policy source into a binary form usable by the kernel and the source to the strict policy (NB if you had Internet access you would use yum to install such packages, but it's easier for us to use the CD).  The policy source is installed under directory /etc/security/selinux/src/policy , you will be using this directory a lot so you may want to sym-link it to something more convenient.

____ 30. In the policy source edit the file Makefile and comment out lines 79 and 80.  We will not be using a kernel that supports the old policy versions and we don't want to waste time compiling policy binaries that we will never use.

____ 31. Edit the file tunable.te in the policy source directory and comment out the lines for user_canbe_sysadm and allow_user_dmesg (NB a comment can be a # or the string dnl at the start of a line). 

____ 32. Compile and load the policy with the command make load .  When the new policy is loaded you will observe that process contexts with identity user_u and role sysadm_r have been invalidated.  The user_canbe_sysadm tunable allows any user to take the role sysadm_r and effectively makes SE Linux access controls not apply to login sessions.

____ 33. Change to the virtual console that has the user_u:sysadm_r:sysadm_t session and press ENTER. You will observe many messages indicating that the user's shell is trying to perform operations that SE Linux does not permit, and then the shell process will exit.  The AVC messages concerning this will show the source context of the process to have the context system_u:object_r:unlabeled_t . This is the context a process gets when the policy changes to make it's previous context invalid.

____ 34. Now login again as that new user you created and observe that you are not offered a choice of security contexts as there is now only one role permitted to it.  As that user run the command dmesg and observe that it is not permitted.

Part 7: Creating New User Roles
____ 35. Create a second test user.  I'll refer to it as bofh for examples, but feel free to replace bofh with your favorite test account name.

____ 36. Now user bofh has access to some sensitive data that we want to prevent being accessed by other users, for the sake of discussion let's assume that bofh is a professor at a University.  To protect user bofh from other users we want to create a new role for them.  Edit the file domains/user.te and add a new line full_user_role(professor) at about line 58.  This creates a new role professor_r and a matching domain professor_t along with all types for files in the home directory etc.

____ 37. Edit the file macros/user_macros.te and at line 258 (inside the definition of the macro in_user_role) add the line role professor_r types $1;.  The macro in_user_role is called by policy that allows a domain to be used for all user roles.  An example is passwd_t - the domain for changing a password.  The policy in_user_role(passwd_t) allows all user roles to use the domain passwd_t, so we needed to add our new role to this macro to permit our new user to change their password.

____ 38. Edit the file users and add the line user bofh roles { professor_r }; .  This creates a new identity named bofh and permits it to use only the role professor_r .  
____ 39. Load the policy with the command        make load to apply this change.
Part 8: File Context Labelling of Home Directories

____ 40. On another virtual console login as user bofh .  Observe that the user is not permitted to access their home directory.  This is because the home directory is labeled appropriately for a user in domain user_t, and the domain professor_t is not granted access to such files.

____ 41. As root:sysadm_r:sysadm_t run the command ls -alZ ~bofh , and observe that the context of the directory ~bofh is root:object_r:user_home_dir_t and that all files in that directory have the context root:object_r:user_home_t .  

In SE Linux, by default the identity of the process that creates a file or directory is assigned to that file or directory at creation time, so we can see that ~bofh was created by the root identity.  All files and directories have the role of object_r as the current design of SE Linux means that roles are not relevant to files.  The home directory has the type of user_home_dir_t which means that it can only be accessed by the user_t domain, some domains that may be launched by user_t, sysadm_t, and some daemon domains (EG for mail delivery).  The files (and directories if there were any) under the home directory will by default have the type of user_home_t, this is different from the type of the home directory so that policy can grant some programs the ability to access the home directory but not all the files and directories under it.

____ 42. To fix the mis-labelling of the bofh home directory run the command restorecon `find /home/bofh` as root:sysadm_r:sysadm_t.

____ 43. Now run ls -alZ ~bofh and observe that the types professor_home_dir_t and professor_home_t are used for labelling the home directory and files under it.  Also notice that the identity of the files has changed to bofh.

____ 44. Login again as bofh and observe that full access is granted to all files in the home directory.

Part 9: Domains Launched by the User

____ 45. As user bofh run the command gpg with no parameters.  While this is running switch to a console that is logged in as root:sysadm_r:sysadm_t and run ps axZ|grep gpg and observe that gpg is running with the context bofh:professor_r:professor_gpg_t.

____ 46. Examine the context of the gpg executable with the command ls -Z /usr/bin/gpg and notice that it has the type gpg_exec_t.  The policy contains rules to cause the execution of file type gpg_exec_t to occur in domain professor_gpg_t when run by the domain professor_t. 
____ 47. Run the command ls -alZ ~bofh and observe that when gpg created its configuration directory ~bofh/.gnupg it was given the type professor_gpg_secret_t  This is to make it more difficult for an attacker to steal a copy of the gpg secret key.  Observe that it is not directly accessible when logged in as bofh:professor_r:professor_t (try editing one of the files under ~bofh/.gnupg while logged in as bofh).

____ 48. There are several other domains that run in a similar way to the gpg domain, one example is the ssh client.  Run the command ssh localhost and then check the context of the process with ps axZ and the context of the directory and files it creates with ls -alZ ~bofh/.ssh .

____ 49. As root:sysadm_r:sysadm_t run the command ps axZ|grep smartd and observe that the identity of that process is system_u.  That identity is used for system processes.

____ 50. The kernel has the context system_u:system_r:kernel_t (run the command ps axZ|head to see the context of some kernel threads).  The identity and role are inherited by all child processes except for those spawned by /bin/login, sshd, or cron (these programs instruct the kernel to use a particular identity, role, and domain for their child processes).

____ 51. Restart the SMART daemon with the command /etc/init.d/smartd restart and run ps axZ|grep smartd .  Observe that the identity is now root  inherited from the parent process. Also observe that the role and domain are the same as before due to automatic transition rules in the policy. 

The SE Linux policy has rules for automatically transitioning the domain and role at exec time but there are no rules for identity transitions.  An automatic transition rule for the identity could be added as a feature in a future version of SE Linux.

Part 10: Extension

After you have finished the main part of the lab spend some time looking around the system, inspect the contexts of various files and processes
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